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Abstract—  

NoSQL databases are the next generation databases (modern 

web-scale databases) that are non-relational in nature and 

supports distributed architecture, flexibility, scalability and 

performance. NoSQL databases are open-source and 

horizontally scalable due to which they can handle large data 

flow. The ACID properties of transactions (atomicity, 

consistency, isolation and durability) are the fundamental 

guarantees for a database, NoSQL databases doesn’t support 

ACID transactions across multiple data elements for scalability 

reasons but weak transaction guarantees can result in 

inconsistent data. The focus of this research is to show how we 

can achieve these ACID properties in NoSQL databases using 

transactional messaging or transactional procedures. 

Keywords: FoundationDB is a distributed database that supports 

ACID properties, scalability and fault tolerance. 

1. INTRODUCTION 

NoSQL databases are gaining popularity as they are 
designed to run well on large chunks of data and provide 
easier database interaction with the applications. NoSQL-
driven architecture allows to code the logic in any of the 
familiar, powerful, flexible Turing-complete programming 
languages, rather than relying on complex API’s and 
languages in a SQL server. 

The main objective of this paper is to study how the 
transactions can be carried out in NoSQL database systems 
which are quite different from traditional database 
systems. We focus our research on one of the types of 
NoSQL database called as ‘MongoDB’. MongoDB is a 
stand-alone product developed by 10gen and is adopted as 
backend software by a number of major websites and 
services. 

1.1 NOSQL 

A NoSQL database provides a mechanism for storage 
and retrieval of data that is modeled in means other than 
the tabular relations used in relational databases. NoSQL 
databases are finding significant and growing industry use  

 

in big data and real-time web applications. NoSQL 
databases are often highly optimized key–value stores 
intended primarily for simple retrieval and appending 
operations, whereas an RDBMS is intended as a general 
purpose data store. NoSQL systems are also referred to as 
"Not only SQL" to emphasize that they may in fact allow 
SQL-like query languages to be used. 

There have been various approaches to classify NoSQL 
databases, each with different categories and 
subcategories. Because of the variety of approaches and 
overlaps it is difficult to get and maintain an overview of 
non-relational databases. Nevertheless, the basic 
classification that most would agree on is based on data 
model. A few of these could be classified based on tuples, 
columns, documents, graphs, multi-models, objects, grid 
and cloud, XML, multi-dimensional, multi-value and event 
sourcing databases. 

It supports transactions to be semantic, for instance it 
can be atomic-write on a single document. The ACID 
properties can be retained with the help of transactional 
procedures or transactional messaging. Transactions can be 
carried out in a system without necessarily relying on 
database transactions which involves hybrid approach for 
data storage with other sorts of data representation. 
MongoDB is used as a component along-side traditional 
SQL, Hardtop system and a variety of other systems to 
comprise backend for different applications. 

1.2 OVERVIEW OF MONGODB 

MongoDB is a NoSQL database designed for ease of 
development and scaling that provides high performance, 
high availability, and automatic scaling. MongoDB stores 
all data in documents which are composed of field-value 
pairs. The values of fields may include other documents, 
arrays, and arrays of documents. A table in relational 
database system is defined as ‘Collection’ in MongoDB. 
Basically, a collection is grouping of MongoDB 
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documents which exist within a single database and do not 
enforce schema.   

Data in MongoDB has a flexible schema. Unlike SQL 
databases, where you must determine and declare a table’s 
schema before inserting data, MongoDB’s collections do 
not enforce document structure. This flexibility facilitates 
the mapping of documents to an entity or an object. Each 
document can match the data fields of the represented 
entity,even if the data has substantial variation. In practice, 
however, the documents in a collection share a similar 
structure. The key challenge in data modeling is balancing 
the needs of the application, the performance 
characteristics of the database engine, and the data 
retrieval patterns. When designing data models, always 
consider the application usage of the data (i.e. queries, 
updates, and processing of the data) as well as the inherent 
structure of the data itself.  

The key decision in designing data models for 
MongoDB applications revolves around the structure of 
documents and how the application represents 
relationships between data. There are two tools that allow 
applications to represent these relationships: references and 
embedded documents. 

Document Structure: The key decision in designing 
data models for MongoDB applications revolves around 
the structure of documents and how the application 
represents relationships between data. There are two tools 
that allow applications to represent these relationships: 
references and embedded documents. 

References: The key decision in designing data models 
for MongoDB applications revolves around the structure of 
documents and how the application represents 
relationships between data. There are two tools that allow 
applications to represent these relationships: references and 
embedded documents. 

 

Figure 1: Data model using references to link documents. Both the 
contact document and the access document contain a reference to the user 

document. 

Embedded data: Embedded documents capture 
relationships between data by storing related data in a 
single document structure. MongoDB documents make it 
possible to embed document structures as sub-documents 
in a field or array within a document. These denormalized 
data models allow applications to retrieve and manipulate 
related data in a single database operation. 

 

Figure 2: Data model with embedded fields that contain all related 
information. 

In MongoDB, operations on a single document are 
always atomic but operations that involve multiple 
documents i.e., transactions are not atomic. Transactions 
can be complex with multiple nested conditions, and the 
atomicity of a single document can support many practical 
scenarios. Nested structures can eliminate unnecessary bi-
directional relations and simplify the database design but 
there are still in few complex real applications relations are 
essential. Hence, a two-phase commit is used to carry out 
multiple updates. A two-phase commit refers to a 
transaction which is performed on different servers such 
that the work done is committed in all databases or none, 
which preserves the consistency. In two-phase commit, 
documents are complex and can represent both data and 
states. In case of any error occurred during execution of 
any transaction, the previous state can be recovered. 
Hence, a different approach is used to preserve the typical 
atomicity and consistency constraints. 

1.3 ACID 

Relational databases usually guarantee ACID 
properties related to how reliably transactions (both reads 
and writes) are processed. NoSQL databases do not 
support ACID property, except FoundationDB. The ACID 
properties can be retained in MongoDB in a different way. 
NoSQL database supports CRUD. An acronym for the 
fundamental operations of a database: Create, Read, 
Update, and Delete. In MongoDB, individual operations 
are Atomic. By having per database locks control reads 
and writes to collections, write operations on collections 
are Consistent and Isolated. With journaling on, operations 
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may be made Durable. Put these properties together, and 
you have basic ACID properties for transactions. 

Each statement is transactional. If an update is to 
modify ten rows, then either all rows are modified, or none 
are. Queries use multi-versioning concurrency control 
(MVCC) to return results from a snapshot of the system, 
thereby not being affected by write operations that may 
happen concurrently. MVCC allows consistent and 
concurrent database access without locks. MongoDB can 
be implemented on top of MVCC. With MongoMVCC 
you can checkout multiple branches of your database, 
create consistent commits and review the history of your 
data. 

MongoDB can be made more ACID by duplicating the 
data if necessary and performing a two-phase commit 
using a third collection to maintain transactions states. 

The shortcoming with MongoDB’s implementation is 
that these semantics apply to individual write operations, 
such as an individual insert or individual update. If a 
MongoDB statement updates 10 rows, and something goes 
wrong with the fifth row, then the statement will finish 
execution with four rows updated and six rows not 
updated. 

2. TRANSACTIONS 

A transaction can be defined as a sequence of 
operations performed as a single logical unit of work.  A 
logical unit of work must exhibit four properties, called the 
atomicity, consistency, isolation, and durability (ACID) 
properties, to qualify as a transaction. SQL programmers 
are responsible for starting and ending transactions at 
points that enforce the logical consistency of the data. The 
programmer must define the sequence of data 
modifications that leave the data in a consistent state 
relative to the organization's business rules. The 
programmer includes these modification statements in a 
single transaction so that the SQL Server Database Engine 
can enforce the physical integrity of the transaction. 

 

Figure 1. Transaction states 

3. HOW TO ACHIEVE MULTIPLE TRANSACTIONS 

 
Consider a simple case of transferring funds from one 

bank to another. The amount gets credited into one bank 
and gets debited into the other. The sum gets incremented 
or decremented accordingly. If a transaction is successful 
then the data modifications made during the transaction are 
committed and becomes a permanent part of database. If a 
transaction encounters an error and must be cancelled or 
rolled back then all of the data modifications made are 
erased and the database is restored to the previous state. 
The scenario can be explained as, the bank creates 
repository for transferred money and the amount gets 
credited into the other account after stipulated time. The 
conservation of money is preserved from banks point of 
view.   

Consider a complicated case where transfer of funds 
takes place between different banks which sounds simple 
though, but cannot happen within one begin and commit 
statements. It requires multiple commits and several 
processes within a single transaction to complete a simple 
task. Also, it requires a driving program or process to be in 
control of the exchange processes that are going to take 
place. In traditional database system, this operation 
encapsulates by subtracting funds from one account to 
another.  

This task can be accomplished in MongoDB by 
dividing into collections. One collection can be assumed as 
accounts, which can be used to store the data about 
‘accounts’ and the other collection can be ‘transactions’, 
which stores the transactions itself. Then, step-by-step 
execution steps are carried out on each account. 
Assumptions that can be made in production 
implementations, for instance, a typical account could need 
information about current balance or credits or debits. A 
viable solution to use a two-phase commit which is a 
protocol used to maintain transaction integrity across 
multiple hosts. The first step involves to switch the 
transaction state to pending, once the transactions are 
applied to both the accounts, make sure that the transaction 
is not already ‘pending’, and set the transaction state to 
‘commit’. All the pending transactions can be removed and 
the transaction’s state can be set to ‘done’. This ensures the 
transfer of funds from one account to another without the 
use of traditional database and preserves the consistency of 
accounts. This accounts to a successful transaction. 
Consider a scenario where the transaction fails, and the 
way MongoDB handles this issue. A typical failure case 
could that the application making the sequential operations 
suddenly dies, and is restarted. A failure case can be 
encountered between the pending and commit states or 
between commit and done states described above. The 
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application should thus be able to resume the transaction 
and eventually land up to a consistent state. The time it 
takes to get to a consistent state may vary depending on 
how long it takes to resume a failed transaction. One 
approach could be to roll back the transaction, either 
because it was cancelled or it can never succeed. When the 
transaction is committed, it cannot be rolled back, instead, 
a new transaction needs to be created with an opposite 
source and destination. It can be achieved by setting states 
as follows, set the transaction state as ‘cancelling’, undo 
the transactions from accounts and set the state to 
‘cancelled’. Therefore, it is possible for the application to 
return intermediate data at intermediate points during a 
two-phase commit or rollback. 

In a traditional database transaction, the ACID property 
is preserved which is responsible for transformation of 
states in systems. Transactions are enforced to atomicity, 
consistency, isolation and durability constraints in 
database. But this is not the case with MongoDB. The 
general idea of a procedure or process that is used for 
implementation in a database like MongoDB is 
'Transactional Procedure' which can be considered as a 
software system that is responsible for transformation of 
states with the help of a set of programs that does some 
kind of actions wherein consistency becomes more of a 
factor. The statements that are defined in a mere begin and 
end also leads to intermediary states that gets exposed and 
do not satisfy the invariance. 

We do not talk about software system that are 
transactional in their presentation to the clients of the 
software, but not necessarily in their operations on 
possibly a number of data with which they would interact. 
If we rely on traditional database transaction, we might not 
be able to design the application as we like and there may 
not be dedicated coupling with the application. On the 
other hand, if we look into transactional procedure, the 
problem is that the database does less work, in fact we 
have to do lot of work on the application that includes 
careful coding and testing. Hence, an approach to 
overcome this problem is to decompose the work into 
atomic work units, resulting in distribution of work across 
the system (in terms of time, work and space). 

If the example of selling of an object is taken into 
consideration, the work done at the customer end is just 
browsing, selecting and purchasing an object. But the tasks 
that are done at the vendor end are much more complex, 
such as billing, shipment, or and delivering the object to 
the destination, which takes lot of time. Meanwhile, if the 
customer initiates the cancellation of order return policies 
which may include restocking fees, additional tasks are to 
be carried out (which scales up lot of time). Therefore, 

system has to implement integrity constraints and 
invariance has to be maintained. An alternative for this can 
be to divide the work into different modules and assign it 
to dedicated systems. 

To quote a better example, consider the research paper 
'Your Coffee Shop does not use two-phase commit' by 
Gregor Hohpe which provides an analysis of the exchange 
between coffee drinkers, cashiers and baristas, which turns 
out in an asynchronous way with callbacks and 
compensatory transactions in few cases. The real world is 
often asynchronous. Our daily life consists of many 
coordinated but asynchronous interactions (such as reading 
and replying to email or buying coffee). This means that an 
asynchronous messaging architecture can often be a 
natural way to model these types of interactions. If a 
customer orders coffee and later he realizes that he does 
not have enough bucks to buy coffee, the vendor has to 
come up with compensatory mechanism such that the 
invariance is maintained and also satisfy the customer 
needs without impeding the performance of the system. 
There is lot of cases to be dealt and we need to focus on 
mechanisms that help other processes in case of any 
failure.  

The interaction between two parties (customer and 
coffee shop) consists of a short synchronous interaction 
(ordering and paying) and a longer asynchronous 
interaction (making and receiving the drink). This type of 
conversation pattern is quite common in purchasing 
scenarios. For example, when you place an order on any 
online site, a short synchronous interaction assigns a 
unique order number first. All asynchronous steps are 
performed asynchronously, the customer is notified via 
(asynchronous) email as additional processing steps. If 
anything goes wrong, the online site uses similar 
compensation strategies- refunding your credit card or 
retrying the action by resending the goods. 

In a long-lived system, there could be several 
transactions and separate databases. There are several 
examples to quote that throws light on how transactional 
procedure would provide a better way to deal when 
compared to traditional database systems. To implement a 
transactional procedure, simple technical requirement like 
any data store which can perform atomic read, modify and 
write operations across a single unit of data. It also 
includes durable writes, consistent reads which provides 
soft isolation to the application. The main motive is to 
think data as a series of states. Transition state forward, 
and build compensation mechanisms to cope with 
intermediate state change failures. For instance, consider a 
multi-leg flight to be operated by different carriers. From 
the application’s perspective, the entire trip can only be 
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booked if each leg can be booked. If, after booking some 
legs of the trip, the next leg fails, the application has two 
possible compensatory actions. Either to cancel the 
reservations of both the round trip that would mean the 
failing of booking as a whole (a rollback), or retry the 
failed leg (possibly repeatedly, or with some other 
strategy; a roll forward). The alternative can be to book a 
flight to an intermediary location and reaching the 
destination from this location. The compensatory 
transactions should be semantically analogous. 

Therefore, we can conclude that the transactional 
procedures provide a mechanism to provide allow 
processes to provide alternatives solution if things happen 
in an unexpected way. And transactional procedure can be 
the reliable way to design a software system. 

Another concept that can be bought into picture is 
'Sagas' that can be characterized as functionality in a 
database. The basic idea behind this is, certain sort of 
transactions interact within a single database system or 
multi-database system. In short, Sagas introduce a model 
for long-lived transactions among multi-database systems. 
To explain the concept of Saga, consider the basic example 
of selling an item with each operation being successful. 
The work done at vendor end includes billing and other 
internal transactions and customer has to pay and get the 
item. In pattern software architecture, each of these 
transactions is implemented in an ordinary way by having 
the system with transactions, simple read-write operations, 
API's for state change. The overall system is not 
implemented  in a scope of single transaction i.e., a parent 
transaction instead they have the Saga, that represents a 
state dependent on how many sub transactions are 
propagated into a program's persistent storage in such a 
way that a program can be paused, restarted or other 
various possibilities. The basic idea is that the sub-
transactions are fairly, loosely coupled and completely 
independent of each other. 

Hence, the sequential transactions maintain enough 
information to either rollback or roll-forward a saga. A 
transaction can be rolled forward to recover from crash 
after failure and proceed with normal transaction. If any of 
the individual transaction fails, the overall procedure fails 
and therefore it is necessary for all of the individual 
transactions to be successfully completed. 

As a result, the compensatory transactions acts a toolkit 
by not just rolling (backward or forward) the transactions 
or restoring the previous states which are semantically 
analogous. 

3.1 A CASE STUDY - SELLING CONCERT TICKETS 
(I.E., MANAGING LIMITED INVENTORY). 

If we consider a case study of selling concert tickets 
i.e., managing limited inventory. The problems that occur 
while selling tickets could be: no two seats are the same or 
once a particular seat is guaranteed, the user can be 
allowed to make the purchase, or the user might not 
complete the purchase or the ticket must still be available 
at the checkout. 

The techniques involved in selling tickets are:  

 model the data after the real world i.e., a physical 
record for every ticket. 

 Implement a lease: once the user has chosen a seat, 
she has five minutes to purchase it. 

 Use states and compensation mechanisms: the seat 
can be made available again if necessary. 

The implementation of selling tickets:  

 

 

 

 

 Code 1. Implementation of selling tickets 

For each requested ticket: 

 Atomically fetch each ticket, testing for 
availability. 

 If available 

o Set state to ‘IN-CART’ 

o Set order ID 

o Set lease five minutes into the future. 

 

 

 

 

 

 Code 2. Selling tickets – Setting state 

 If any desired seat is unavailable, compensate by 
resetting all already-requested tickets to 
AVAILABLE state. 

User now has five minutes to pay. When the user 
initiates payment (clicks PAY NOW): 

{ 

_id: 

ObjectId(“4e3456789dfg56789uyhg45567”), 

Seat: 111,a 

State: ‘AVAILABLE’ 

} 

 

{ 

_id: 

ObjectId(“4e3456789dfg56789uyhg45567”), 

Order_id: 

ObjectID(“4e3456789dfg56789uyhg404345”), 

Seat: 111, 

State: ‘IN-CART’, 

Expiration: Timestamp (1316374362) 

} 
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 Atomically fetch each ticket, and test that the 
ticket is still IN-CART and not expired. 

 If so: 

o Set state to ‘PRE-AUTHORIZE’ 

o Renew lease for five minutes into the 
future. 

o Attempt to authorize credit card (external 
API) 

 a. If authorization fails, compensate by resetting 
tickets to AVAILABLE. 

 b. If authorization succeeds, set tickets’ state to 
SOLD. 

We use a procedural transaction in lieu of a long-
running transaction in one database. 

• Therefore, we can run this in: 

• A distributed database or system. 

• A traditional database (without transactional 
overhead).  
We implement using a lease mechanism and a series of 
states. 

• We store enough state to allow a reaper process to 
transition the database to an acceptable state in the event of 
a failure. 

• A variation: selling a fixed number of general 
admission tickets would allow us to use lazy expiration.
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